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Abstract—The emerging Zoned Namespace (ZNS) interface
helps flash-based SSDs achieve high performance by dividing the
logical space into fixed-size zones. Typically, a zone is mapped
to blocks across multiple dies to achieve I/O parallelism. Small
zones can make better use of space and are therefore widely
studied. However, a small zone fails to be mapped to blocks
residing on all dies, causing underutilized die-level parallelism.
Meanwhile, a fine-grained (i.e., plane-level) parallelism is rarely
exploited for ZNS SSDs due to a strict limitation mandating
that only the same type of operation can be simultaneously
performed on the same address across different planes within a
die. To address these issues, this paper proposes a novel small-
zone ZNS-SSD design with dynamic zone mapping, named Para-
ZNS. First, a new parallel block grouping module is devised to
group blocks across all planes from multiple dies as a basic unit
to be mapped to a zone. Such a basic mapping unit achieves
parallelism among multiple dies and plane-level parallelism.
Then, a die-parallelism identification module is implemented
to locate idle dies. Subsequently, to fully exploit the die-level
parallelism, a dynamic zone mapping scheme is employed to
intelligently map the basic mapping units on the identified idle
dies to open zones. The evaluation results based on a widely-
used I/O tester (FIO) demonstrate that Para-ZNS improves the
bandwidth by 3.42× on average in comparison to state-of-the-
art work.

Index Terms—ZNS-Interface, Flash-based SSDs, Parallelism,
Zone Mapping

I. INTRODUCTION

The NVMe Zoned Namespace (ZNS) interface has
emerged as an alternative to the traditional block interface
for flash-based SSDs [1–4]. ZNS SSDs divide the logical
address space into fixed-size zones and thus mitigate the write
amplification issue by performing effective data placement at
the zone level [5–9]. Moreover, each zone is mapped to blocks
across multiple dies from flash chips to exploit the die-level
parallelism achieving high I/O performance [10–12]. The size
of zone is typically small (e.g., 96 MB, 128 MB) [10, 13–15],
causing a zone to be mapped to blocks from a proportion of
dies in the flash chips. To make matters worse, the host lacks
means to manage the mapping relationship between zones
and dies for zone allocation, resulting in a low efficiency
in exploiting die-level parallelism. Meanwhile, a fine-grained
(i.e., plane-level) parallelism is not considered to be leveraged
in ZNS SSDs. To address these issues, this paper focuses on
enhancing the zone mapping mechanism by proposing a novel
dynamic zone mapping scheme for small-zone ZNS SSDs,
which improves both die-level and plane-level parallelism.

*Corresponding author: Linbo Long. E-mail: longlb@cqupt.edu.cn.

Some prior studies have been proposed to improve the I/O
parallelism for ZNS SSDs. Im et al. [12, 13, 15, 16] first
proposed to simultaneously operate on more zones to improve
die-level parallelism. Bae et al. [14] proposed to detect and
avoid conflicts between zones with probing requests and
scheduling, respectively. Moreover, SplitZNS [11] improves
die-level parallelism by adding buffers in chips to distribute
write requests to multiple dies. Finally, eZNS [17] proposes a
logical zone (i.e., v-zone) to improve die-level parallelism by
adaptively adjusting its striping configuration and hardware
resources during writing.

In general, the aforementioned studies can only take ad-
vantage of die-level parallelism at the cost of a substantial
overhead or in restricted scenarios, hence resulting in low
scalability and high software complexity. Besides, the plane-
level parallelism in ZNS SSDs is rarely harnessed due to a
strict limitation that requires the same type of operation to
be simultaneously performed on the same address in different
planes. Compared to the host, the device can easily access the
mapping information between zones and blocks. As a result,
the plane-level and die-level parallelism can be more easily
exploited by mapping blocks on planes from different dies to
open zones (i.e., the zones being concurrently written). Based
on this observation, we therefore focus on fully exploiting
the plane-level and die-level parallelism of ZNS SSDs using
device-side dynamic zone mapping.

To these ends, this paper proposes a novel small-
zone ZNS-SSD design with dynamic zone-address mapping,
named Para-ZNS. The basic idea is to dynamically map
blocks residing on planes from multiple dies to open zones,
which exposes maximal plane-level and die-level parallelism
to applications running on ZNS SSDs. First, a new parallel
block grouping module is designed to manage basic mapping
units. To ensure the parallelism among multiple dies and the
plane-level parallelism, the basic mapping unit consists of
blocks on all planes from multiple dies. Secondly, according
to zone states (i.e., Open, Closed, Empty and Full), a die-
level parallelism identification module is presented to examine
the usage of dies and thus identify idle dies. Thirdly, a
dynamic zone mapping scheme is given to dynamically map
basic mapping units on the idle dies to open zones, notably
enhancing the die-level parallelism of ZNS SSDs.

The primary contributions of this paper can be summarized
as follows:

• A grouping mechanism of the basic mapping unit is
proposed to ensure that accesses to the basic mapping
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unit can exploit parallelism among multiple dies and
plane-level parallelism.

• A device-side die-parallelism identification is designed
to identify idle dies for further utilization according to
zone states.

• A dynamic zone mapping mechanism is presented to
maximize the number of dies utilized by open zones,
fully exploiting the die-level parallelism of ZNS SSDs.

The remainder of this paper is organized as follows.
Section II and Section III present the background and the
motivation of this paper, respectively. In Section IV, we offer
the details of Para-ZNS. Section V presents the experimental
results and the related analysis. Finally, we discuss related
work in Section VI and conclude this paper in Section VII.

II. BACKGROUND
In this section, the basic structure of ZNS SSDs is first

given. Then, we illustrate the current zone mapping mecha-
nism of small-zone ZNS SSDs and discuss its efficiency in
exposing parallelism.

A. ZNS SSDs
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Fig. 1. Basic structure of ZNS interface and ZNS states.

As shown in Fig. 1a, the ZNS interface divides logical
address space into fixed-size and sequential-write zones, with
each zone being mapped to a collection of physical blocks
in flash chips [1, 4]. Besides, Fig. 1b shows the transitions
between the five zone states: Empty, Open, Closed, Full, and
Offline. When a zone is reset, its state transitions to Empty,
indicating that the zone contains no data within it. When a
zone is opened, its state transitions to Open and the zone
needs to be mapped. When an open zone is closed, its state
transitions from Open to Closed and the resources occupied
by the zone are freed. When a zone with the state Open or
Closed is no longer being written, its state transitions to Full
by the Finish command. Moreover, the zone state of Offline
is configured when an error occurs in the zone.

In summary, an empty or closed zone must be opened to be
associated with internal device resources before being written.
Simultaneously, an open zone will be closed, finished, or
reset once write operations on this zone stop. By inspecting
the zone states and the commands received by the device,
we can obtain the zones that are being or going to be
written by the host. Furthermore, the die utilization can be
easily calculated and predicted combined with the mapping
information between zones and dies on the device side.

B. Current Zone-Mapping Mechanism of Small-zone ZNS
SSDs

ZNS SSDs can be classified into small-zone ZNS SSDs and
large-zone ZNS SSDs [10–12, 17]. Large-zone ZNS SSDs

have a large zone size (e.g., 1GB, 2GB) to map a zone
to blocks across all dies in the flash chips, thereby fully
taking advantage of the die-level parallelism when accessing
a single zone. However, a large zone size may cause low
space utilization, especially for applications with a moderate
amount of data [11, 12, 14]. On the contrary, small-zone
ZNS SSDs are explored to achieve high space utilization
for less space-demanding applications. Small-zone ZNS SSDs
are typically configured with a small zone size (e.g., 96MB,
128MB), yet a small zone can only be mapped to blocks on
a proportion of dies in the flash chips (Fig. 2). Thus, when
a zone is being written, only partial parallelism on the dies
mapped to the zone can be exploited (e.g., writes on zone
0 can only exploit the parallelism on die 0-3). To enhance
the die-level parallelism, the existing works primarily focus
on host-side software optimizations to simultaneously write
more non-conflicting zones (i.e., zones mapped to different
dies).
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Fig. 2. Current zone mapping mechanism of small-zone ZNS SSDs.

Nevertheless, the host cannot retrieve the mapping infor-
mation between zones and dies. Despite the prior research
efforts can improve the die-level parallelism by avoiding the
write on conflicting zones, a significant overhead is incurred
which reduces the performance benefit of exploiting die-level
parallelism. Moreover, the current mapping mechanism in
ZNS SSDs ignores the plane-level parallelism. To harness the
plane-level parallelism in ZNS SSDs, the host must ensure
operations and addresses are consistent on different planes
within a die [18, 19]. Since blocks in different planes within
a die is dispersedly mapped to different zones, it is difficult for
the host to retrieve the mapping information between zones
and planes from different dies. Another challenge is to ensure
that operations with the same type are performed on the
same address in different planes of a die. These observations
therefore indicate that device-side optimizations are necessary
for zone mapping mechanism to enhance the plane-level and
die-level parallelism for small-zone ZNS SSDs.

III. MOTIVATION

In this section, we evaluate the die and plane utilization
on a small-zone ZNS SSD, which employs the mapping
mechanism described in Section II-B. The detailed experi-
ential setup is presented in Section V. On the host side, the
number of open zones (i.e., the number of zones that can be
concurrently written by the host) is set to 2, 4, and 8 for
three cases, respectively. In addition, three zone allocation
schemes are examined, including Seq (sequentially allocating
zones), Ran (randomly allocating zones), and CG [14]. CG
detects conflict zone groups and prioritizes the execution of



I/O requests from different conflict zone groups to improve
parallelism.

A. Die Utilization in ZNS SSDs

The die utilization exhibits a large gap in small-zone
ZNS SSDs with various zone-allocation schemes and
different numbers of open zones . As shown in Fig. 3a,
we first set the number of open zones to 4 and record
die utilization and bandwidth for the three zone-allocation
schemes. Compared to Seq, Ran increases die utilization
by 1.8× and therefore achieves a bandwidth 1.8× as fast.
Since CG prioritizes the execution of I/O requests from zone
groups that are mutually non-conflicting, CG increases both
die utilization and bandwidth by 2× in comparison to Ran.
According to these results, die utilization varies notably for
different zone-allocation schemes and achieves its maximum
for CG.

However, the implementation of CG incurs significant
overhead [17]. Specifically, CG employs a conflict detection
mechanism which sends respectively a page-sized request to
two zones and detects a conflict by comparing the achieved
bandwidth with a threshold. To obtain the threshold and detect
conflicts between all zones, the mechanism needs to send
N×M requests, where N is the number of zones and M is
the number of conflict groups [14]. For example, a 2-TB
ZNS SSD is configured with a zone size of 128 MB (i.e.,
N=16384) and a page size of 16 KB. Given eight conflict
groups (i.e., M=8), a single implementation of CG requires
sending useless requests that amount to 4 GB. Consequently,
this incurs significant overhead and obtained CG only works
as long as the Zone-Block mapping is unchanged.
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Fig. 3. Die utilization and bandwidth: (a) the die utilization and bandwidth
on ZNS SSDs with different zones allocation scheme and (b) the utilization
and bandwidth on ZNS SSDs with different the number of zones allocated
to be opened.

Furthermore, we record die utilization and bandwidth
achieved by CG for different numbers of open zones (2, 4,
and 8). Open-N represents the number of open zones is N.
As shown in Fig. 3b, Open-2 only achieves 50% of the die
utilization and bandwidth achieved by Open-4 and Open-8.
Such a low utilization is because a small zone is mapped
to blocks from 25% of the dies in the ZNS SSD and two
concurrent open zones therefore can only utilize 50% of the
dies. The results indicate that the die utilization of small-zone
ZNS SSDs is also impacted by the number of open zones.
In general, we must ensure that sufficient non-conflicting
zones can be simultaneously written so as to fully exploit
die parallelism.

B. Plane Utilization on ZNS SSDs
The plane-level parallelism is hardly exploited in ZNS

SSDs with the current zone-mapping mechanism. Typi-
cally, a die comprises two planes, but only one plane can
be used at the same time. As shown in Fig. 4, the average
plane utilization is merely 50% for small-zone ZNS SSDs
with different zone-allocation schemes and numbers of open
zones. To analyze the reasons for the low plane utilization, we
further examine three access operation categories: 1) SinPl:
only a single plane in a die is accessed, 2) DiffAddr: different
addresses of two planes within a die are accessed at the same
time, and 3) Para: two identical access operations simulta-
neously access the same address in both planes, allowing
parallel execution. As shown in Fig. 4, SinPl and DiffAddr
account for 84% and 15% of the total number of access oper-
ations, respectively. Almost all access operations are executed
in one plane in different dies or different addresses of different
planes in the same die. These access operations cannot exploit
the plane-level parallelism due to the strict limitation that
requires the same type of operation to be simultaneously
performed on the same address in different planes of a die.
Consequently, the plane-level parallelism cannot be exploited
due to the current zone-mapping mechanism of ZNS SSDs.
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Fig. 4. Plane utilization and three access operation catagories.

Summarily, the die-level and plane-level parallelism in
small-zone ZNS SSDs is difficult to be fully exploited due
to current zone-mapping mechanism. Therefore, Section IV
presents a novel small-zone ZNS-SSD design with dynamic
zone mapping to maximize the die-level and plane-level
parallelism.

IV. PARA-ZNS: A NOVEL SMALL-ZONE ZNS-SSD DESIGN
WITH DYNAMIC ZONE MAPPING

Host

Application or Zoned File System

ZNS Commands

Zone Management
(Open, Close, ...)

Zone-based 
Data Placement

Die-level Parallelism Identification

Dynamic Zone Mapping

NAND

Para-ZNS Parallel Block Grouping

Fig. 5. Overview of Para-ZNS.

In this section, we present a small-zone ZNS-SSD design
with dynamic zone mapping, named Para-ZNS. As shown
in Fig. 5, a Parallel Block Grouping module is first designed



to reorganize the basic mapping unit for a zone, ensuring the
parallelism among multiple dies and the plane-level paral-
lelism. Then, a Die-level Parallelism Identification module is
given to examine die utilization and identify idle dies (i.e.,
dies freed from the open zones). To fully exploit die-level
parallelism, Para-ZNS further proposes a new Dynamic Zone
Mapping scheme to dynamically map basic mapping units on
the identified idle dies to newly opened zones.

A. Parallel Block Grouping
As described in Section II-B and Section III-B, the cur-

rent zone-mapping mechanism ensures the parallelism among
multiple dies each time a zone is accessed. However, yet
the plane-level parallelism is ignored in zone mapping and
is thus rarely leveraged. Therefore, this section presents a
new parallel block grouping module to reorganize the basic
mapping unit to guarantee plane-level parallelism.
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Fig. 6. Basic mapping unit of Para-ZNS.

Figure 6 shows the structure of the basic mapping unit. As
shown in Fig. 6a, we first group the blocks with the same
address offset on all (i.e., two) planes within a die into a
block group, named MPBG (multiple plane block group).
MPBG 0 serves as an example that consists of block 0 on
plane 0 (Block 0-0) and block 0 on plane 1 (Block 1-0).
According to the sequential-write feature of ZNS SSDs, write
operations on MPBG 0 can be executed in parallel on plane 0
and plane 1 because Block 0-0 and Block 1-0 have the same
offset. Generally, Multi-Plane Command can execute read and
write requests on an MPBG in parallel, achieving plane-level
parallelism.

Furthermore, we use MPBG as the minimal granularity to
form a zone mapping unit (Fig. 6b). First, all dies in flash
chips are divided into multiple die groups (DGs). Each DG
has the same number of dies. Then, MPBGs with same offset
in each DG is further organized as a block group, named a
parallel MPBG group (PMG). Specially, the number of dies
in each DG is equal to the ratio of the zone size to the MPBG
size. A PMG can be used as the basic mapping unit for a zone.
In doing so, access operations on a zone can achieve plane-
level parallelism as well as maximize the die-level parallelism
exposed to the zone. Nevertheless, a small zone fails to be
mapped to blocks across all dies, causing underutilized die-
level parallelism. Therefore, we propose a module to inspect
the die utilization and thus locate idle dies in next section.

B. Die-level Parallelism Identification
To retrieve the information of die utilization and identify

idle dies, the die-level parallelism identification module cate-
gorizes the zones states into three groups, including Waiting
zones, Ready zones, and Running zones. As shown in Fig. 7,
when a zone is opened, its state transitions to Open and the

zone is categorized into Ready zones. If a zone in Ready zones
has already been mapped to basic mapping units, the zone is
directly moved into Running zones and waits to be written.
Otherwise, the zone waits to be mapped to basic mapping
units. When the zone state transitions to Closed, Reset, or
Full, the zone is moved to Waiting zones and waits to be
opened.
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Fig. 7. Diagram of die-level parallelism identification.

By inspecting the zones categorized into the three zone
groups, we can retrieve the information of die utilization
and locate idle dies. The basic idea is similar to that of
CPU resource allocation. A newly opened zone is moved
into Ready zones to wait for die resource allocation. The die
resource is the die group (DG) utilized by the zone. After
zone mapping, the zone is moved to Running zones, its die
resource remains occupied (i.e., busy). Only the dies occupied
by zones in Running zones are busy resources. Conversely, the
other die resources are idle and can be considered as free
resources. Therefore, we prioritize forming basic mapping
units (i.e., PMGs) with free resources (i.e., idle die groups)
and mapping the PMGs to zones in Ready zones. The details
of zone mapping are illustrated in next section.

C. Dynamic Zone Mapping

In this section, we propose a new dynamic zone mapping
scheme to map basic mapping units (i.e., PMG) to zones in
the Ready zones. The basic idea is to prioritize mapping the
basic mapping unit on free resources to maximize the die-
level parallelism of ZNS SSDs. The zone mapping process
can be divided into two cases.
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Case 1: the number of zones in Ready zones (NReady) is
larger than or equal to that of the idle DGs (NFree). In this
case, we prioritize mapping a PMG on an idle DG to a zone
so as to put the idle DG into utilization. We unrepeatably
map PMGs in the idle DGs to zones until all the idle DGs
are utilized, thereby fully exploiting all dies of the SSD. If
there are zones that are not mapped, we loop to map the basic
mapping unit on the utilized DGs to those zones, achieving
the load balancing. As shown in Fig. 8a, PMG 0 in DG 2 and
3 (i.e., PMG 2-0 and PMG 3-0) are first mapped to Ready
zone 0 and 1, respectively. Then, another PMG 1 in DG 3 (i.e.,
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Fig. 9. Bandwidth, die utilization, and plane utilization achieved by three ZNS-SSD designs for various Randwrite workloads.

PMG 3-1) is mapped to Ready zone 2. Finally, these Ready
zones are transformed to Running zones.

Case 2: the number of zones in Ready zones (NReady) is
smaller than the number of the idle DGs (NFree). In this case,
the previously mentioned scheme cannot fully utilize the idle
DGs. A new partially mapping scheme is thus proposed. The
basic idea is to map partial PMGs from multiple idle DGs to
form a zone so that all dies can be utilized. Besides, the rest
of these PMGs can be further mapped to subsequent zones,
satisfying the sequential-write requirement for blocks while
avoiding space fragmentation. As shown in Fig. 8b, 1/2 of
PMG 1-0 in DG 1 and 1/2 of PMG 2-0 in DG 2 are first
mapped to Ready zone 0 in order to utilize all dies in DG 1
and 2. Then, PMG 3-1 is mapped to Ready zone 1. Based on
this, all idle dies are utilized;

In general, combining with the corresponding method on
the two cases, the zone mapping scheme can always maximize
the number of utilized dies. Even if the number of open zones
is smaller than that of idle DGs, we can fully exploit die-level
parallelism by the partially mapping scheme.

V. EVALUATION

In this section, we conduct a series of experiments to eval-
uate the Para-ZNS. The experimental setup is first described
in Section A. Then, Section B presents the performance of
Para-ZNS.

TABLE I
EXPERIMENT SETUP.

Configuration Description
FEMU FEMU version: 5.2, Linux kernel: 5.12
SSD Channels: 8, Chips/Channel: 4, Dies/Chip: 2,

Planes/Die: 2, Blocks/Plane:64, Pages/Block:
1024, Page capacity: 4KB

ZNS Zone size: 128MB, Number of zones: 256
Flash latency Read latency: 40us, Program latency: 200us,

Erase latency: 2000us
Software Version FIO version: 3.35
FIO Rw: randwrite/write/randread/read, Zonemode:

zbd, Max open zones: 2/4/8, Iodepth: 64,
BS=256k, Zone alloc order: Seq/Ran/CG, I/O
mode: Direct I/O

A. Experimental setup
To evaluate Para-ZNS, we first implemented it using

FEMU, a general QEMU-based SSD emulator [20]. Then, a
flexible I/O tester (FIO) is used to evaluate comprehensively
the performance of Para-ZNS. The detailed configurations
of these experiments are shown in Table I. Moreover, we
compared Para-ZNS with St-ZNS[10, 13, 14] and Dy-ZNS,
where St-ZNS adopts the static zone mapping strategy shown
in Figure 2 and each zone is fixedly mapped to a group of

blocks spanning 16 dies, DyZNS also adopts the dynamic
zone mapping mechanism but uses two blocks from the same
plane to replace MPBG structure. Note that the Para-ZNS is
dedicated to improve the parallelism of ZNS SSDs without
increasing software complexity. Therefore, SplitZNS[11] re-
quiring major host changes is not compared.

Further, we generated four classic workloads through FIO,
including Randwrite, Seqwrite, Randread, and Seqread, where
Randwrite opens multiple zones at the same time in a certain
zone allocation scheme for writing concurrently, Seqwrite
writes serially zone one by one, Randread reads concurrently
and randomly multiple zones, and Seqread reads serially zone
one by one. Furthermore, specific zone allocation scheme
have been described in Section III. A&Open-n indicates that
the host opens n zones for writing concurrently in A manner.
B. Performance of Para-ZNS

Randwrite performance. Since Randwrite is the most
commonly used write pattern, we evaluate comprehensively
the performance of Para-ZNS under various Randwrite work-
loads. As shown in Fig. 9a, compared with St-ZNS, Para-ZNS
can improve the bandwidth by 7.31×, 4.64×, 3.89×, 7.28×,
4.05×, 2×, 7.22×, 4.29×, 2.01×, and average 4.63×, respec-
tively. Meanwhile, compared with Dy-ZNS, Para-ZNS can
improve the bandwidth by 2×, 2.12×, 2.05×, 2.03×, 1.97×,
1.97×, 2×, 1.95×, 1.96×, and average 2.01×, respectively.
There are two reasons for this. First, as shown in Fig. 9b, Para-
ZNS and Dy-ZNS exploit fully the die-level parallelism by the
dynamic zone mapping, while St-ZNS causes underutilized
die-level parallelism due to mapping conflicts between the
open zones. Secondly, as shown in Fig. 9c, Para-ZNS effec-
tively exploit plane-level parallelism by the MPBG structure,
while Dy-ZNS and St-ZNS without MPBG structure can
hardly exploit plane-level parallelism either because there are
no requests distributed to multiple planes in a die at the same
time, or because requests distributed to multiple planes have
different in-plane addresses.
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Fig. 10. Bandwidth, die utilization, and plane utilization achieved by three
ZNS-SSD designs for Seqwrite, Randread, and Seqread workloads.

Seqwrite and Read performance. Further, we studied
the performance of Para-ZNS under Seqwrite, Randread, and



Seqread workloads. As shown in Fig. 10, compared with
St-ZNS and Dy-ZNS, Para-ZNS improves the bandwidth by
7.99× and 2×, respectively, under Seqwrite workload. This is
a similar result to Randwrite and the reasons are also similar.
In addition, under Randread workload, compared with St-
ZNS and Dy-ZNS, Para-ZNS improves the bandwidth by
1.32× and 1.93×, respectively. And compared with St-ZNS
and Dy-ZNS, Para-ZNS improves the bandwidth by 2.02×
and 2.01×, respectively, under Seqread workload. Although
Para-ZNS also achieves higher performance under two types
of read workloads, this is only because Para-ZNS exploits
plane-level parallelism. The die utilization of Para-ZNS is
still low, since the randomness of the read operation is too
high and the access location is fixed to the write location of
the target data.
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Fig. 11. Throughput. (a) throughput achieved by two ZNS SSD designs for
dynamically changing workloads and (b) throughput achieved by Para-ZNS
with and without partially mapping scheme (PM).

Robustness analysis. The pattern of host-to-SSD accesses
definitely changes according to the application, and the
garbage collection (GC) is performed to enhance space uti-
lization. Therefore, to evaluate the robustness of Para-ZNS,
we first tested the throughput of Para-ZNS under dynamically-
changing Randwrite workloads which randomly selects the
zone allocation scheme and changes the number of open
zones every 10 s. As shown in Fig. 11a, Para-ZNS improves
the throughput by an average factor of 3.42× and achieves
a stable performance in comparison to St-ZNS. Furthermore,
we tested the effect of partially mapping scheme on GC. As
shown in Fig. 11b, during the GC execution, under Open-1
and Open-2 workloads, Para-ZNS with the partially mapping
scheme (Para-ZNS-PM) improves the throughput by 3× and
1.6×, respectively, compared to Para-ZNS without PM. Al-
though the partially mapping scheme introduces additional
data migration, the traffic of the data migration occupies only
a portion of the increased bandwidth (refer to the gap between
Ideal and Para-ZNS-PM), and the remainder of the increased
bandwidth can be exploited by normal writes. Therefore, the
overall performance can still be improved.

VI. RELATED WORK

Many studies have been proposed to improve the paral-
lelism of ZNS SSDs. Im et al. [12, 13, 15, 16] initially
proposed to distribute I/O requests to multiple zones to exploit
the internal parallelism. Bae et al. [14] proposed to detect
conflict between zones by sending requests in advance and
further avoiding conflict by scheduling, thereby improving
die-level parallelism. Moreover, SplitZNS [11] improves die-
level parallelism of small zones by adding buffers in chips to
distribute write requests to multiple dies. Finally, eZNS [17]

was proposed to adjust zone striping configuration and map-
ping resources during writing so as to improve die-level
parallelism. On the one hand, Para-ZNS improves die-level
parallelism for small zones by implementing a lightweight
dynamic zone-mapping mechanism on the device side which
can be easily applied to most applications. On the other hand,
compared to the prior studies that lack exploration of the
plane-level parallelism in ZNS SSDs, Para-ZNS fully exploits
plane-level parallelism by introducing the MPBG mapping
unit.

VII. CONCLUSION

In this paper, a dynamic zone-mapping ZNS-SSD design,
named Para-ZNS, is proposed. Para-ZNS first reorganizes the
basic mapping unit to improve the plane-level parallelism
within each die. Secondly, a die-level parallelism identifica-
tion module is designed to retrieve the information of die
utilization and thus identify idle dies. Thirdly, Para-ZNS pri-
oritizes mapping the basic mapping units on the identified idle
dies to zones so as to maximize die-level parallelism of the
ZNS SSD. The experimental results show that significantly
improve the performance for various workloads.
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