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Abstract—Approximate high-level synthesis (HLS) technique
has been proposed in recent years to produce approximate
designs automatically from a high-level description. All existing
approximate HLS methods work on two-operand approximate
units. In this paper, we propose CLAST, a cross-layer approximate
high-level synthesis using configurable three-operand approximate
adders. The experimental results show that CLAST outperforms
previous HLS tools by achieving 57.0% improvement in area-delay
product, while maintaining a high accuracy.

I. INTRODUCTION

Approximate computing is a new computing paradigm aiming
at introducing small errors to achieve large improvement in
circuit area, delay, and power consumption. Many studies de-
sign approximate adders for error-tolerant applications. Some of
them focus on two-operand adders [1], [2], while others propose
adders with more operands [3] or adder trees [4]. However,
these works often overlook system-level optimization, which
offers opportunities to further simplify the adder design.

Besides the works on approximate adder design, which is
at the circuit level, some other works design approximate cir-
cuits at the system level. This includes approximate high-level
synthesis (HLS) [5], which synthesizes an approximate circuit
from an application’s high-level description. Examples of this
approach include ABACUS [6], which generates approximate
RTL descriptions, and AxHLS [7], which selects appropriate
approximate units in RTL designs. However, none of these HLS
methods utilize approximate multi-operand adders.

In this paper, to address the above issues, we propose
CLAST, a cross-layer approximate high-level synthesis using
configurable three-operand approximate adders.

II. APPROXIMATE THREE-OPERAND ADDER

A three-operand adder adds three N -bit input values, x, y,
and z, together and produces a sum of (N+2) bits. To shorten
the critical path delay, we propose to cut the carry chain in
three-operand adders, so that the adder is reduced to a group
of separate exact three-operand sub-adders. For example, we
can cut the carry chain at signal c2 in Fig. 1 to obtain an
approximate design with two three-operand sub-adders, each
producing a 3-bit result. To compensate the accuracy loss due
to the carry chain cut, the leftmost full adder in each sub-adder
except the leftmost one is replaced by an three-input OR gate
as shown in Fig. 1.
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Fig. 1: An approximate three-operand adder.

Another widely-adopted design practice for approximate
two-operand adder is truncating the least significant bits
(LSBs), which can reduce both the area and delay of the
adder [8]. With this technique, it leads to our proposed final
design for a configurable approximate three-operand adder
(CToAd). Fig. 2 shows the architecture of an N -bit CToAd. It
consists of k smaller exact three-operand sub-adders of various
lengths, where the the number of the output bits of the i-
th (1 ≤ i ≤ k) sub-adder is ri. Besides, its r0 LSBs are
truncated. The first sub-adder P1 takes the most significant
input in the truncated part to generate its carry-in signal. A
CToAd can be represented by a vector [rk, rk−1, . . . , r1, r0]
with

∑k
i=0 ri = N + 2.
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Fig. 2: The architecture of CToAd.

III. SYSTEM-LEVEL OPTIMIZATION

Consider a tree of operations shown in Fig. 3(a), where all
additions have two operands and are surrounded by other types
of operations. Thus, CToAds cannot be applied. However, our
study found that by a system-level optimization, we can convert
this tree into a new one shown in Fig. 3(c), which can take
advantage of CToAds to reduce area and delay. We propose
a cross-layer approximate high-level synthesis (CLAST) to
automatically achieve this transformation.

Given a dataflow graph (DFG), CLAST first identifies all
optimizable trees in it. Each tree is optimized through the
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Fig. 3: Original tree and its corresponding optimization.

following conversions to create a tree with the most connected
additions, which are similar to the techniques proposed in [9]:
1) Constant Multiplication Conversion: Constant multiplica-
tions can be beneficially converted into the addition of shifted
numbers. For example, 6x can be rewritten as (x ≪ 1)+(x ≪
2), where ≪ denotes a left shift operation. If a binary encoding
of a constant has a consecutive sequence of more than two
ones, using subtractions can decrease the number of additions.
For instance, constant multiplication 23x can be expressed as
(x ≪ 4)+ (x ≪ 3)−x, which is a more efficient computation
than using a multiplier. The red part in Fig. 3 shows the effect
of this conversion.
2) Subtraction Conversion: Subtractions can be converted into
additions by adding the minuend to the negation of the subtra-
hend. Although the negation operation slightly increases area
and delay, its impact is minimal. The distributive property of
negation, −(x+ y) = (−x)+ (−y), allows the re-arrangement
of negating nodes to the tree’s leaves, further expanding the
addition-only trees. The orange part of Fig. 3 illustrates this
conversion.
3) Shift Re-arrangement: With the above conversion of mul-
tiplication, shift operations become more prevalent in DFGs.
Although these operations do not affect hardware resources,
they can fragment addition-only trees. Hence, it is crucial to
rearrange them to form a larger addition-only tree. The dis-
tributive property allows for this re-arrangement. For example,
(i1 + i2) ≪ 2 can be rewritten as (i1 ≪ 2) + (i2 ≪ 2). This
conversion is illustrated by the blue part of Fig. 3.

As shown in Figs. 3(a) and (b), the above optimizations push
non-addition nodes to the tree’s boundary, constructing a large
addition-only tree. After that, all leaves are grouped into triples,
with any remaining leaves forming another group. For each
group with more than one element, a new exact two-operand
adder or a CToAd is assigned as a new node. Single-element
groups are preserved for grouping in the next iteration. This
process repeats until only one node remains. This results in
a highly optimized DFG that can be implemented with the
maximum number of CToAds. See Fig. 3(c) for an example.
As CToAds are configurable, a design space exploration based

on random sampling is further carried out to find a good
configuration for each CToAd to achieve an optimized trade-off
between accuracy and performance.

IV. EXPERIMENTAL RESULTS

This section presents our experimental results. Our tests
involve 8 C++ cases from S2CBench [10] and AxHLS [7].
For image processing applications, we test their effect on an
image of size 512×512 and calculate the PSNR of the results.
For signal processing applications, we use a one-phase sin
signal with normal distribution noise as input, and choose MSE
as the error metric. We compare the performance of designs
generated by Xilinx Vitis HLS 2022.2 [11] and CLAST in terms
of delay and area-delay-product (ADP). As shown in Table I,
compared to Vitis HLS, CLAST can reduce ADP by 57.0%
while maintaining a high accuracy.

TABLE I: Performance comparison of Vitis HLS and CLAST.
Delay (ns) ADP ADP Accuracy

Vitis CLAST Vitis CLAST Improvement

Ave8 4.51 3.44 424 282 33.4% 1.54 (MSE)
FIR 13.1 5.82 1959 786 59.9% 0.50 (MSE)

Gau3 9.10 2.95 309 77 75.3% 38.6 (PSNR)
Gau5 14.1 6.56 1669 807 51.6% 40.1 (PSNR)
Lap4 4.49 4.25 170 115 32.7% 40.3 (PSNR)
Lap8 9.40 4.65 536 200 62.7% 34.4 (PSNR)

Sharpen 4.04 4.34 85 191 -124.7% 40.1 (PSNR)
Sobel 15.8 5.92 1312 319 75.7% 30.4 (PSNR)

Total 6464 2777 57.0% -

V. CONCLUSION

In this paper, we introduce CToAd, a configurable approx-
imate three-operand adder design, and CLAST, a cross-layer
approximate HLS using CToAds. The experimental results
show that CLAST outperforms Vitis HLS by achieving 57.0%
improvement in ADP, while maintaining a high accuracy.
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