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Abstract—Gaussian Belief Propagation (GBP) is an iterative
method for factor graph inference that provides an approximate
solution to the probability distribution of a system. It has been
shown to be a powerful tool in numerous applications including
SLAM, where the estimation of the robot’s position and the map
of the environment is required. State-of-the-art implementations
suffer from scalability issues, or exhibit performance degradation
when off-chip memory access is required. This paper addresses
these challenges using a streaming architecture via a chain of
parameterizable Processing Elements (PE) that can be tuned to
the problem’s characteristics through the use of an optimizer. This
work overcomes the limitations of existing GBP implementations
achieving 142x-168x performance improvements over an embed-
ded CPU for large graphs.

I. INTRODUCTION

Simultaneous Localization and Mapping (SLAM) involves
concurrently creating an environment map and estimating the
robot’s position relative to features of interest [1]. Tradi-
tional hardware sets with high-compute capabilities are power-
intensive, which hinders the adoption of on-device SLAM at the
edge. Low-power hardware accelerators, which sit on-device,
are sought in order to allow robots to make decisions locally,
garnering increased attention from the research community [2],
[3]. Gaussian Belief Propagation (GBP) is a framework which
can be effectively applied to SLAM problems by modelling
systems graphically and employing iterative message passing
to achieve probabilistic inference [4], [5]. This approach al-
lows for concurrent statistical inference across graph localities,
lending itself well to highly parallelizable devices.

II. GAUSSIAN BELIEF PROPAGATION (GBP)

GBP operates over factor graphs, which are a class of
probabilistic graphical models that can be used to represent
the joint probability distribution across a set of variables.
Factor graphs contain two node types: variable nodes, which
represent unknown quantities in a system; and factor nodes,
which define the relationship between a set of variable nodes.
Expressed formally, a factor graph G = (X, F, E) has variables
X = {z; | i € {1,...,n}} (where n is the number of
variables), factor space F' = {fs | s € {1,...,m}} (where m
is the number of factors) and edges E [4]. The joint probability
distribution across X is given as p(X) = Hi\il fs(Xs). Factor
graph edges are always between variables and factors, and
never between respective variables and factors. Fig. 1 shows
an example factor graph with |X| = 4 (circles) and |F| = 3
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Fig. 1: Example factor graph GG with joint probability distribu-
tion: p(X) = fi(21,22) fa(x2, ¥3) f3(22, 24)

(squares). Belief propagation builds upon factor graphs to com-
pute the marginal distribution p(x;) for each variable in X from
the joint distribution p(X). Using the assumption of Gaussian
distributed nodes, and expressing nodes in the canonical form
x ~ N~Y(n, A), it is possible to fully express message passes
between variable nodes as linear algebra operations in 7 and
A. GBP may be applied to SLAM problems by initializing
the joint probability X using sensory data and selecting a
fixed measurement variance Y,, for Gaussian noise [6]. GBP is
beneficial in that it guarantees convergence to correct posterior
means for arbitrary graphs with no loops via both synchronous
and asynchronous node updates, which makes it a robust
framework for solving SLAM problems.

III. SYSTEM ARCHITECTURE

A high-level diagram of the proposed architecture is shown in
Fig. 2. Off-chip memory (such as DDR) is employed to store
factor graph data which is transferred to the Programmable
Logic (PL) via Direct Memory Access (DMA). The full factor
graph is streamed through a chain of adjacent Processing
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Fig. 2: A system architecture schematic illustrating the key
components of the chained PE architecture.
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Elements (PE) via the AXI slave stream. In addition to this, as-
sociated meta-data is also streamed through PEs to aid in node
updates. PEs are responsible for parsing stream contents and
collecting factor graph data from it to perform asynchronous
GBP node updates. Each PE is assigned a unique identifier at
compile time, after which the CPU is responsible for allocating
a unique set of variable nodes to each PE for update. PEs have
been designed to consume inputs with an initiation interval
II = 1, accepting data every cycle with a bus width equal to
the data width. Data is streamed through the PEs in a chained
manner, where PEs assume a specific stream structure for
retrieving from and placing data into the stream. A streaming
protocol is defined for this design with two distinct types:

« Stream 1: contains setup data for all PEs followed by each
factor index pair (i, j) and accompanying precision matrix
fi; for all factors in Fj.

o Stream 2: contains each variable index ¢ and marginal z;
for all variables in X;.

A streaming cycle is defined as one pass of Stream 1
followed by one pass of Stream 2, which necessitates different
processing requirements at each pass. During the Stream 2
pass, each PE collects the marginals for the next iteration of
node updates, whilst updating previously computed marginals
by placing them back into the stream. In order to write back
the computed marginals nodes to the stream without back-
pressuring inputs, a pipelined binary search has been devised
with a fixed latency by using a binary tree structure.

IV. PROCESSING ELEMENT (PE) ARCHITECTURE

PEs include a compute unit which handles node marginal
updates, local memory units to store collected factor graph data,
as well as control logic to parse and place stream contents. A
key feature of the PE architecture is the stream parser and
stream collector which buffers stream data and controls the
transmission of packets to the adjacent PE (Fig. 3). During
Stream 1, the parser writes the PE input directly to the output
via a register; whilst in Stream 2, the parser writes the PE input
to a shift register which allows for the aforementioned pipelined
binary search of previously computed node marginals.

V. EVALUATION

The proposed system is compile-time parameterisable with
respect to the number of PEs, the number of node updates per
PE, and the parallelization factors for the compute unit. The
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Fig. 3: A schematic illustrating the internal architecture of the
PE incl. stream buffering, the compute unit and the flow of data
between internal units (note, D is the data dimensionality).

(1000, 1500) (10000, 15000) (1000, 4000) (10000, 40000)

ARM 1.60 x 10* 1.57 x 10* 6.15 x 10° 6.11 x 10®
Intel 3.01 x 10° 2.51 x 10° 1.12 x 10° 1.05 x 10°
PYNQ Z1 8.03 x 10° 2.14 x 10° 2.62 x 10° 7.27 x 10%
Ultrascale+  5.65 x 10° 2.64 x 10° 2.72 x 10° 8.66 x 10°

TABLE I: The node updates per second (ficy) for the presented
architecture using the toolflow (Section V) compared to CPU
implementations for a variety of graphs G = (X, F).

CPU CPU FPGA FPGA IPU
(ARM) (Intel) (PYNQ) (Ultrascale+) (Graphcore)
Rey 2.32x10*  4.68x10° 1.18x10° 7.20x10° 2.86x10”
Power (W)  1.00x10° 2.00x102 1.73x10° 6.10x10° 1.20x102
Normalized 2.32x10%  2.34x10% 6.82x10° 1.18x10° 2.38x10°

TABLE II: The node updates per second (Rcy) and power
consumption for 2 toolflow-generated FPGA designs, compared
to 2 CPU implementations, and the IPU architecture in [7].

modelled design is ported to the PYNQ Z1 and the Ultrascale+
MPSoC ZCU104 and is compared to a C++ implementation run
on a high-power CPU (Intel Xeon Gold 6154 CPU, 3.00GHz),
and a low-power processor (ARM Dual-Core Cortex-A9 Pro-
cessor, 650MHz) to assess its performance in an embedded
system. The performance is profiled to real 3D SLAM problems
using randomly generated factor graph data. The proposed
architecture yields a 141.7x-168.2x performance improvement
against the ARM processor and 8.25x-10.5x against the Intel
CPU for large sparse and dense graph configurations (Table
I). The presented architecture is also compared to the IPU
architecture in [7] which applies GBP to bundle adjustment. [7]
assumes all data can be stored on-chip, which is an unrealistic
assumption for real problems. The paper also assumes non-
linear factors connecting variables and factors can connect more
than 2 variables. It is possible to estimate its raw performance
by subtracting the additional latency to relinearize factors for
the provided case of G = (1216,929). This is compared to
the presented architecture with |F| = 1216 (Table II). The
Ultrascale+ design outperforms the IPU in Rcy per watt drawn
by a factor of ~ 4.96x, which further illustrates the usefulness
of this framework for tackling SLAM systems at the edge.
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